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Abstract

In this paper we \aluate the dgctiveness of Random
Early Detection (RED) er traffic types caigorized as non-
adaptive fragile and obust, accoding to their esponses to
congestion. W& point out that RED allows unfair bandwidth
sharing when a mixterof the thee taffic types shas a link. This

A number of pwerful approaches to this problem are
known. If a catevay keeps a separate queue for eac,fib can
use Round-Robin Scheduling [9] to ensurair fshares of
bandwidth at short time scales. A netw of gatevays can also use
hop-by-hop flav control [15,23] to preide feedback to sources
indicating hev much data theare alloved to send. Such systems
can guarantee that no data i@rlost due to congestion. While

unfairness is caused by the fact that at any given time REDvery efective, these mechanisms are rarely used in datagram

imposes the same losste on all flows, egardless of their
bandwidths.

We piopose Flow Random Early Bp (FRED), a modified
version of RED. FRED uses pactive-flow accounting to impose
on eat flow a lossate that depends on the fleAdiffer use

We show that FRED pvides better ptection than RED
for adaptive (fagile and phust) flows. In addition, FRED is able
to isolate non-adaptive gedy taffic moe efectively Finally, we
present a “two-paket-tuffer” gateway mebanism to support a
large number of flows without incurring additional queueing
delays inside the network. These ioy@ments @& demonsated
by simulations of TCP and UDPaffic.

FRED does not ma&kany assumptions about queueing
architectue; it will work with a FIFO gateay FRED'S per
active-flow accounting uses memory irogwrtion to the total
number of bffers used: a FRED gateay maintains state only for
flows for whit it has pakets huffered, not for all flows that
traverse the gat@ay

1. Intr oduction

Thousands of flws may traerse an Internetagevay at
ary given time. Ideallyeach of these fles would send at>actly
its fair share, and theatpvay would not need to mak ary
decisions. In practice, the load tends to fluctuate and tHe traf
sources tend to be greedyhus a gtevay queuing polig must
allow buffering of temporary xcess load Wt provide nejative
feedback if the xcess load persists. Such a pplioust preent
high delay by limiting the queue size; it musbia forcing queues
to be too short, which can causewlaitilization; and it must
provide neyative feedbackdirly.

* This is a slightly reised \ersion of the paper appeared in th
Proceedings of SIGCOMM'97.
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networks. The main reason is thatyhgpically require a gtevay
to keep a separate queue foer flow that traerses it, including
short-lved and idle flas.

In order to reduce complity and increase #€iengy, IP
gatevays usually maintain as little state as possibley Keep no
perflow state, use a single first-in first-out (FIFO) petcgueue
shared by all fls, and do not use hop-by-hopvilcontrol. Thg
provide feedback to senders by discarding p#&ckinder werload.

A gatevay estimates load by observing the length of its queue;
when the queue is too long, it drops incoming pt&kSenders
react to paost loss by slwing davn; TCR for example, decreases
its window size when it detects pastkloss. The simplest form of
paclet discard, called Dropall, discards ariing paclets when
the qatevay’s huffer space isxhausted.

Drop Tail gateways often distribte losses among
connections arbitrarily [6]. Small dérences in the round trip
times of competing TCP connections, for instance, can cagge lar
differences in the number of p&t& a Drop @il gatevay discards
from the connections. Dropall gatevays also tend to penalize
bursty connections.

The aatevay algorithms Early Random Drop (ERD) [10]
and Random Early Detection (RED) [5] address Dral'sT
deficiencies. ERD and RED use randomization to ensure that all
connections encounter the same loss ratey @lso try to preent
congestion, rather than just reacting to it, by dropping gtack
before the gtawvay’s huffers are completelyxdausted. Neither
ERD nor RED requires pdiow state; both should be easy to add
to an «isting IP qatavay and hee little impact on its paek
forwarding eficiengy.

The first half of this paper analyzes a number of
imperfections in RED performance. The main obsation is that
dropping packts from flavs in proportion to their bandwidths
does not alays lead todir bandwidth sharing.df example, if two
TCP connections urenly share one link, dropping one patk
periodically from the lav speed flav will almost certainly preent
it from claiming its &ir share, een if the &ster flov experiences
more packt drops. Also, TCP connections with darwindav
sizes are more tolerant of patkloss than those with small
windows. It might tale only one round trip time {R) for a lage
window connection to rea@r from multiple packt losses,
whereas a timeout of one second or more may be needed far a flo
with a tiny window to recwer from a single paet loss.



We also note that RED is designed with adepfiowns in
mind. TCP responds to small increases in loss rate wige lar
decreases in its sending rate. A source that sends asto f
regardless of loss rate amld cain an undir fraction of the
bandwidth through a REDagpvay.

We present Flo Random Early Drop (FRED), a
modification to RED that impk@s firness when diérent trafic
types share aagevay. FRED is more dééctive in isolating ill-
behaed flovs, pravides better protection foubsty and lav speed
flows, and is asglir as RED in handling identical ro$t flavs such
as lage hilk-data transfers. FRED prioles these benefits by
keeping state for just thosewls that hae paclets luffered in the
gatevay. The cost of this peactve-flov accounting is
proportional to the tffer size and independent of the total number
of flows, ecept to the eent that biffer use depends on the
number of actie flovs. As with RED, FRED can easily be added
to an &isting FIFO-basedatevay.

FRED can bexended to help supporatpvays with lage
numbers of bffers; this in turn may be helpful when supporting
large numbers of acte flovs. Gatavays with simple FIFO
queuing and lare numbers of Wffers risk high queuing delay
under lav load and urdirness under high load. FRED, augmented
with a “two-paclet-buffer” mechanism, allws use of lage
numbers of bffers without these hazards.

In this paper we use the terms flo and connection
interchangeably to represent awfladentified by its source/
destination addresses, port numbers, and protocol id.

2.  Traffic Categories

Internet trafic is a mixture of &rious kinds. Some sources

This paper assumes that non-adaptrafic may need to
share resources with ordinary bedbsfdata trafic. Non-adaptie
connections do not stop sending petskunder congestion. Unless
they are subjected toevy high loss rates, thecompete urdirly
with adaptve sources foruddfer space and bandwidth.

There is no clear boundary betweenustband fragile
traffic. Each TCP connection starts with a congestion windb
one packt during slav start. Some connections are ablexpaad
the congestion windw and become ralst, whereas others are
limited by data waailability, recever windav constraints, or long
propa@tion delays. Therefore, rost connections usually &
larger windavs or shorter RTs than fragile connections.

When TCP connections with tfent numbers oflifered
paclets compete at theatpvay, proportional pacst dropping does
not alvays guaranteair bandwidth sharing. The reason for this is
that TCP treats paekloss as congestion indicationgaiedless of
the number of lost paeks. A TCP connection that uses less than
the fair share will reduce its congestion wimdon a single paak
loss. In general, TCP connections wittwée huffers are at a
disadwantage competing with other connections. f&uf
discrepang is caused by congestion windaize and propadion
delay \ariations. Connections with & windavs and small RTs
consume the mosuffers at the gtevay.

3.  Random Early Detection

A RED atevay drops incoming paeks with a
dynamically computed probability when theesage number of
paclets queuedxeeeds a threshold called mpinThis probability
increases with thevarage queue length and the number of eck
accepted since the last time a petokas dropped. This approach

use congestion control mechanisms such as TCP; others, such asntrols the queue length morefeetively than other xsting

constant-bit-rate  (CBR) video, do not react to congestion.

Although TCP trdic is the most dominant componenteaall,
different \ersions and implementations of TCP readedintly to
congestion. Ben when the implementations are identicalp tw
TCP connections may bele differently if they have different
congestion winde sizes or round-trip times. In this paper we
categorize trafic into the follaving three groups, according to the
way the trafic handles congestion:

1. Non-adaptie: Connections of this sort &akas much band-
width as thg require and do not shlodown under conges-
tion. Some audio and video applicatiorall finto this
catagory.

2. Rolust: These connectionsaalys hae data to send and
take as much bandwidth as nefik congestion alles;
they slov dovn when thg detect congestion. Rost flovs
are capable of retransmitting lost patkquickly They
ramp up bandwidth usage quickly whenythletect spare
network capacity Rolust flovs hare enough paceks hff-
ered at the atavay that thg can obtain at least thaif
share of the bandwidth.

3. Fragile: These connections are also congestiarey ut
they are either sensité to packt losses or sWeer to adapt
to more &ailable bandwidth. Thehave less padts tuff-
ered than robst flavs at the gtavay. For example, most
interactve terminal applications such as telnet do netha
data to send most of the timestlwould like to send a
small number of clustered paatk from time to time.

algorithms, as demonstrated in [5]. RED is simple to implement
because it drops only incoming patkand alles FIFO queuing.
RED’s goal is to drop paeks from each flw in proportion
to the amount of bandwidth theifaises on the output link [5]. It
does this by dropping each airig paclet with equal probability
(provided the merage queue size does not change significantly).
Therefore, the connection with thedast input rate will hae the
biggest drop percentage among total droppedgiachssume that
the arerage queue size does not change for a short p&rieb
RED drops incoming paelts with a fixed probability p; also

assume that connectiom current input rate is\; (or A; d

paclets per ). The percentage of dropped petsk from
connectiopis:

AP

)
Z)‘ip Z)‘i
For a FCFS service discipline, connectisroutput rate is
proportional to its bffer occupang, which is determined by
the percentage of accepted patsk

A(l-p) A

i (2)
Z)\i(l -p) z}\i

The abee two equations imply that RED drops patkin
proportion to each connecti@enbutput usage under FCFS

scheduling.



From each connectio®’ point of viev, however, the
Ap

instantaneous paekloss rate during a short periddis 5

p,

Our simulations ary the gteway kuffer size from 16 to 56
paclets. for each bffer size, we ran 10 simulations, each for 50
simulated seconds. Each TCP connection started at a random time

which is independent of the bandwidth usage. If the congestion isWithin the first fie seconds; we took measurements only from the

persistent, which means theeaage queue length used by RED
has a minimum alue aboe miry,, the drop probability has a non-
zero minimum and therefore causes a minimum loss rate for all
connections, igardless of their bandwidth usage. This unbiased
proportional dropping contriltes to urdir link sharing in the
following ways:

1. Although RED performs better than Drogilland Random
Drop, it still has a bias adnst fragile connections. Thadt
that all connections see the same loss rate means/émt e
a connection using much less than éis §hare will &peri-
ence pacgt loss. This can pvent a lev-bandwidth TCP
from ever reaching itsdir share, since each loss may cause
TCP to reduce its windosize by one half.

Accepting a paait from one connection causes higher

drop probability for future paeks from other connections,
even if the other connections consume less bandwidth. This
causes temporary undesirable non-proportional dropping
even among identical fles.

A non-adaptre connection can force RED to drop peisk

at a high rate from all connections. This contt#s to

RED's inability to preide a fir share to adapt connec-
tions in the presence of aggressusersen if the conges-
tion is not seere.

In the follaving sections, we iresticate REDS behaior
with a mixture of diferent trafic types.

3.1 Fragile vs. Rolust

To demonstrate the limitations of RED with fragile
connections, we simulated the configuratiorvgtan Figure 1. A
TCP connection with a round-trip timeTIR) of 36 milliseconds
and a maximum winde of 16 512-byte paekts competes with
four TCP connections withTR's of 6ms and unlimited winees
(up to 64 KB). The TCP implementation is a modifieusion of
Reno that can rewer from multiple packt losses in a windg
much like the Ne&v-Reno TCP described in [11] and [4]. Each
sender abays has data to send. The peatcRayload size is 512
bytes. Delayed 8K is enabled. Further details of the simulator
may be found in Section 11.1 and Section 11.2.

This experiment is similar to that found in [5], with axfe
differences. The four local connectionsvdavindavs with no
limit, rather than a limit of 12 1K-paeks. Delayed K is
enabled, which mas sources more kky to send back-to-back
paclets. W use 512 byte paets, as opposed to 1K bytes. TCP-
Tahoe vas used in [5].

The long R'T connection can send no more than 16*512
bytes each 0.036 seconds, or 4.05% of the bottleneck link
capacity. This is well belos the 20% &ir share in the presence of
the four local connections. Therefore, if the retewvere &ir, the
bursty connection wuld be limited only by its winde size and
RTT, and wuld get 4.05% of the bottleneck link.

1. Each 512 byte IP paekis carried by 12 cells in ouiTM simulator The
total ATM+AAL5 bandwidth overhead is 13.2%.

second half of each simulationafile 1 summarizes the results of
the simulations. Each column ste®averaged performance results
for a specific gtevay tuffer size. The first body vo shavs the
ratio of bandwidth achied by the long RT connection diided

by the 4.05% maximum possible. Notice that the connectam w
only able to run at about 70% of the maximum speed. This is
caused by the uniform loss ratexperienced by all fig
connections. The second bodywroshavs the ratio of the
percentage of achied bandwidth wer the percentage of dropped
paclets for the long RT connection. Notice that the ratios are
close to 1.0, which implies that RED managed &®efk the
dropping distrilation proportional to the bandwidth distuiion.
However, the output link capacity is not sharedirly.. This
phenomenon asts raejardless of the udfer size used. In all
simulations, theserage queue sizasied slightly about the RED
minimum threshold (BS/4). Increasingiffer size improed the
link utilization and raised the uffer occupang for the four
adaptve connections, Wi did not increase afrness. The
performance numbers for auffer size of 16 paaks are
substantially laver than for other cases, because RE@rafted to
tail-dropping when thev@rage queue length reached gagiven
the limited luffering capacity The second half ofable 1 shas
the aerage loss rates for the fragile and one of theusbb
connections. A connectianloss rate is calculated byidiing the
number of dropped paets by the total nhumber of arais. The
loss rates agree with our claim that REDvidles the same loss
rate for all connections gardless of the resource usage. In
addition, the long delay connection fewéd more loss than others
when the bffer sizes are small which made RED similar to drop-
tail.

R-1 d=1ms
100 mbps
P d=2ms
R-2 45 mbps
RED .
R3 gatevay Sink
d=16ms
R-4 45 mbps

Fragile

Figure 1. A long delay TCP competes with dur local TCP
connections though a RED gateway with lbiffer sizes BS = 16, 24,
32, 40, 48, 56 padits and miny, = BS/4, may, = BS/2, w, = 0.002,
max, = 0.02.

BS=16| BS=24| BS=32| BS=40| BS=48| BS=56
BW/MAX 45% | 67% | 69% | 70% | 70% | 71%
BW%/DROP%| 0.456 | 1.05 | 1.03 | 0.982| 0.911| 0.940

Table 1. Performance of a long RT TCP connection with limited
windows under RED (Second ow shows the ratio of bandwidth
allocated over the 4.05% maximum possible. Third ow shows ratio of
percentage of achieed bandwidth over percentage of dopped paclets.
Third and Fourth r ows shav the loss rates of the fragile and one of the
robust connections.)



BS=16| BS=24| BS=32| BS=40| BS=48| BS=56

Fragiles Loss | 1.13%| 0.55%| 0.42%] 0.40%]| 0.37%] 0.32%
Rate

R-1's Loss Rate 0.49% | 0.44%)| 0.40%| 0.38%| 0.35%| 0.33%

Table 1. Performance of a long RT TCP connection with limited
windows under RED (Second ow shows the ratio of bandwvidth
allocated over the 4.05% maximum possible. Third bw shaws ratio of
percentage of achieed bandvidth over percentage of dopped paclets.
Third and Fourth r ows shav the loss rates of the fragile and one of the
robust connections.)

During another xperiment, we increased the maximum
window allowed for the long delay TCP connection to 64 KB. Our
simulations shw that, in this configuration, the connection is able
to sustain 39% of the link capacity without the presence of the four
local TCP connections. This measurement agrees with our
estimation (64KB/(45mbps*36ms)). alflle 2 summarizes the
performance results when the local firafs present. Notice that
the fragile connection as seerely penalized by the competing
traffic due to its long RT value anddiled to obtain a 20% share of
the link rate. REDdiled to protect this connectionen though it
successfully &pt the drop distrilition equal to the bandwidth
allocation. Once ain, the second half of the table slsounbiased
loss rates among all connections.

The two experiments in this section demonstrate that
proportional dropping does not guarantag bandwidth sharing.
The combination of FIFO scheduling, RED’unbiased
proportional dropping and TC#’binary feedback treatment of
paclet loss produce uair bandwidth sharing at the bottleneck

gatevay.

BS=16| BS=24| BS=32| BS=40| BS=48| BS=56

BWI/Link Rate | 2.7% | 3.9% | 4.3% | 45% | 4.6% | 4.6%

BW%/DROP% | 0.522 | 0.989| 1.01 | 1.04 | 0.995| 0.907

Fragiles Loss | 0.97% | 0.51%| 0.43%]| 0.46%| 0.37%]| 0.39%
Rate

R-1's Loss Ratg 0.51%| 0.45%| 0.40%| 0.37%| 0.35%| 0.34%

Table 2. Performance of a long RT TCP with unlimited windo ws
under RED (Second ow shaws the pecentage of bandvidth allocated
over the link capacity. Third r ow shows ratio of percentage of allocated
bandwidth over percentage of dopped paclets.)

3.2 Between Symmetric Adaptve TCPs

We simulated tw symmetric adapte TCP connections in
a simpler configuration sk in Figure 2. The REDajevay has
32 paclet tuffers and uses the follong parameters: mjp = 8,
max, = 16, W, = 0.002, may = 0.02. Figure 3 shwes the
congestion windas of the tvo connections tan from a sgment
of the simulation. The X-axis measures time in seconds;-tdsY
shawvs the congestion wingosize in packts. Each line ggnent
of the cunes represents a congestiomoidance phase. Each
downward pulse between twline sgments is adst recuery
phase. As shen in the figure, while connection 1 is increasing its
window in congestionidance, connection 2 is $eiffing paclet
drops repeatedlyreducing its congestion windoin half at each
recovery. When the winde size drops bels four paclets,
connection 2 dlls into a one-second retransmission time-out
(RTO). This figure demonstrates that RED can accidentally pick
the same connection from which to drop ptelfor a short period
of time, causing temporary non-uniform dropping among identical
flows.

d=0.274ms

Senderl

Sink
d=0274ms d=0274ms
Sender2 155 mbps 77.5 mbps

Figure 2. Two identical TCP connections competever a RED
gateway with tuffer size 32 paclets and (miny, = 8, may, = 16, v

=0.002, may = 0.02).

Figure 4 shas the number of paeks queued at the
gatevay for each connection during the same period. Notice that
connection 2 has relagly few paclets queued before ialfs into
the RO at time 0.38 second. This figure demonstrates that RED
may drop a paak with non-zero probabilityven if the connection
has no padkts queued and other connections are consuming a
larger portion of the Wffers and bandwidth.

We simulated the alve configuration multiple times. This
phenomenon is found in a small percentage of the traces. But the
probability is lage enough such that we camvays find such a
case within 20 to 50 simulations.
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Figure 3. Congestion windavs of the two TCP connections in
Figure 2.
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3.3 Adaptive TCP vs. Non-adaptie CBR

In the xperiment depicted in Figure 5, a TCP connection
shares a REDajevay with a non-adapté constant-bit-rate (CBR)
UDP application which persistently sends data at 8 mbps, more
than its 5 mbpsdir share of the bottleneck 10 mbps link. Such a
situation might arise when TCP competesiagt one or more
fixed-bandwidth audio or video streams. The CBR connection
starts at time 0, and the TCP connection starts one second later

d=2ms
10 mbps

8 mbps
CBR

RED

Sink
gatevay

d=2ms
10 mbps

TCP
Sender

d=2ms
10 mbps

Figure 5. Adaptive TCP competes with a CBR UDP wr a
RED gateway with tuffer size 64 paclets and (min;, = 16,

maxg, = 32, wy = 0.002, may = 0.02).

Figure 6 shas the bandwidth usage of theahwonnections

T
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Figure 6. CBR UDP gains moe bandvidth share than TCP

4.  Flow Random Early Drop

In this section we present MloRandom Early Drop
(FRED), a modified ersion of RED. Our goal is to reduce the
unfairness dects found in RED. Instead of indicating congestion
to randomly chosen connections by dropping p&ck
proportionally FRED generates selagtifeedback to a filtered set
of connections which va a lage number of paks queued.

In brief, FRED acts just li&k RED, it with the follaving

at the shared link. Notice that the UDP sender gets 8 mbps almosadditions. FRED introduces the parametersqnaind may, goals

all the time, whereas the TCP connection can only get thedefto
2 mbps. Because thatgway is not congested initiallyno queue
builds up during the first second. TGRlav start causes a e
number of pacéts to be queued at thatgvay. Both connections
suffer severe packt losses due to the suddexpenential
bandwidth increase. MeReno TCP is able to suxé for two fast
recovery phases, reducing its congestion winday half for each
phase. Hwever, it falls into a time-out when its windo size
becomes too small. From then on, the congestioidance phase
is able to utilize the 2 mbpwailable bandwidth lefteer by the
CBR connection. The congestion wind&eeps increasing by one
paclet for each RT. After avhile, the aggrgate input rate>ceeds
the output link capacity andxga paclets are queued at the
gatevay. The reason the TCP sender cannot obtairitshare is
due to the urdir FCFS scheduling which disttites the output
capacity according to queue occupar®ince the input rate ratio is
4:1, the CBR connection gets four times as much output bandwidth
as the TCP connection. The REBtgvay drops pacakts from both
connections en if the TCP connection is using less thanats f
share. Eentually the TCP sender sle dawn after detecting the
paclet losses. This bandwidth reduction corresponds to the dips in
its bandwidth cure. This reduction of input rate causes the queue
to drain. At the same time, the CBR connection temporarily gets
over 8 mbps because it has peiskluffered at the gtevay. This
bandwidth shift corresponds to the sskin its bandwidth cuev

One etreme case of this phenomenon is that when the non-
adaptve sender transmits at 100% of the rekwvcapacity the
competing TCP connection is completely shut out. In general,
RED is inefective at handling non-adapé connections. Similar
results were obseed by Zhang in [26] for Random Drop
gatevays.

for the minimum and maximum number of patk each fio
should be alleved to luffer. FRED introduces the globahsiable
avgcq, an estimate of theerage peflow buffer count; flevs with
fewer than &gcq packts queued arefored wer flovs with more.
FRED maintains a count ofuffered packts glen for each fio
that currently has grpaclets luffered. Finally FRED maintains a
variable strile for each fla, which counts the number of times the
flow has #iled to respond to congestion notification; FRED
penalizes flars with high strile values.

4.1 Protecting Fragile Flovs

FRED allavs each connection touffer miny paclets
without loss. All additional pa&ks are subject to RE®random
drop. Under perfectair queueing and scheduling, a connection
which consumes less than tfaérfshare should ka no more than
one packt queued. \th single FIFO queueing, this condition
does not hold. But the number of backlogged peckor lav
bandwidth connections should still be small. FRED useg, asn
the threshold to decide whether to deterministically accept &pack
from a lov bandwidth connection. An incoming pa&tks alays
accepted if the connection hasvég than mig paclets ffered
and the werage bffer size is less than mgxNormally, a TCP
connection sends no more than 3 maskback-to-back: tov
because of delayeddK, and one more due to a wivddncrease.
Therefore, mia is set to 2 to 4 paeks.

4.2 Managing Heterogeneous Robst Flows

When the number of agg connections is small (N <<
ming/ming), FRED allavs each connection taiffer miny number
of paclets without dropping. Some ¥ls, havever, may hae
substantially more than myjnpaclets huffered. If the queue

averages more than mjnpaclets, FRED will drop randomly



selected paeks. Thus it may demonstrate the same kind of

problems with REDs averaging algorithm in the presence of non-

unfairness as RED: FRED will impose the same loss rate on all theadaptve flows [22].

connections that va more than m'g]paclets luffered, rgardless
of how much bandwidth theare using. Although this might be a
low probability eent for a lage back-bone agevay (where N >
c*ming/ming), it may occur frequently in a LAN gimonment
where RT is 0 and the @atevay has hundreds ofiffers.

FRED fixes this problem by dynamically raising mito
the arerage peronnection queue lengthv@q) when the system
is operating with a small number of aeti connections. ¢t
simplicity, we calculate thisalue by dviding the aerage queue
length (ag) by the current number of aeti connections. A
connection is acte when it has paeits lffered, and is inacte
otherwise.

4.3 Managing Non-adaptive Flons

With a reasonable amount ofuffering, an adapte
connection should be able to adjust itferdd load to whater
bandwidth the netark provides. Eentually its paclet arrival rate
should be no more than the departure rate. A TCP sexkibite
this property A non-adaptie connection, in contrast, can consume
a lage portion of the atevay huffers by injecting more paek
arrivals than departures. Because ofaimFIFO scheduling, the
output bandwidth distriltion equals the uffer occupang
distribution. Therefore, dirness cannot be maintained without
proper connection Vel buffer usage policing.

FRED neer lets a flav buffer more than maypaclets, and
counts the number of times eachwfltries to eceed may in the
perflow strike variable. Flavs with high strile values are not
allowed to queue more tharvgcq packts; that is, the are not
allowed to use more paets than the\aerage flaw. This allovs
adaptve flows to send trsts of packts, lut presents non-adapte
flows from consistently monopolizing thefter space.

4.4 Calculating the Average Queue Length

The original RED estimates theemage queue length at
each pactt arrival. The lav pass filter y used in the algorithm
prevents the werage from being sensié to noise. Sampling on
arrival, howvever, misses the dequeue wements when there are no
paclet arrvals. For example, if one paak arrives at time 0 when
both the instant andvarage queue length equal 500 peskand
the net paclet arrives 250 paakt times laterthe instant queue
length is 250. RED, heever, would leave its calculatedverage at
nearly 500. Such miscalculation could result iv Ik utilization
due to unnecessary patidrops.

In FRED, the weraging is done at both ami and
departuré. Therefore, the sampling frequgnie the maximum of
the input and output rate, which helps reflect the quauation
accurately In addition, FRED does not modify theesage if the

incoming packt is dropped unless the instantaneous queue length

is zero. Wthout this change, the same queue length could be
sampled multiple times when the input rate is substantially higher
than the output link rate. This change alsowenés an alisive user
from defeating the purpose of thenmass filter even if all his
paclets are dropped. Rizzo independently identified similar

1. We omit the detail ofwiding double sampling at the same instant, one
at output and the other at input.

4.5 The Algorithm

The detailed FRED algorithm isvgin belav.

Const ants:
Wy = 0. 002;
mnip = MNbuffer size / 4, RIT);
maXin = 2*m Ngp;
nmax, = 0.02;
m'nUI = 2 for small buffers;
4 for large buffers;
G obal Vari abl es:
g: current queue size;
time: current real tinme;
avg: average queue si ze;
count: nunber of packets since |ast drop;
avgcqg: average per-flow queue size;
maxXq: maxi num al |l owed per-flow queue size;

Per-fl ow Vari abl es:
gl enj: nunmber of packets buffered;
strikej: number of over-runs;

Mappi ng functions:
conn(P): connection id of packet P;
f(time): linear function of tineg;

for each arriving packet P:

if flowi = conn(P) has no state table
glen; = 0;
strike; = 0;

if queue is enpty
cal cul ate average queue | ength avg

= mng
// gleflnethe next three lines as block A
if (avg >= maxip)

maxg = 2;
}
identify and manage non- adaptive fl ows:
if (qlen; >=
/] define tcll1e next line as line B
(avg >= max;y && gl en; > 2*avgcq) ||
(gl en; >= avgcq && strike; > 1)) {
strikej++;
drop packet P;
return;
}

operate in random drop node:
if (mny, <= avg < maxyn) {
count count + 1;

only random drop from robust flows:
if (qlen; >= MAX(ming, avgcq)) {
cal cuI ate probability pg:
Pb (avg- i nyp) / (maXyp- M nep) ;
Pa b/ Fl - count * pp);

with probability pg:

drop packet P;
count = 0;
return;

} else if (avg < ming) {
no drop node:
count -1;



} else
/1 define this clause as block C
drop-tail node:
count = 0;
drop packet P;
return;

}
if(qlen; == 0)
Nacti ve++;
cal cul ate average queue | ength
accept packet P;

for each departing packet P:
cal cul ate average queue | ength

if (glen; == 0) {
Nacti ve--;
delete state table for flowi;

cal cul ate average queue | ength:
if (q || packet departed)
avg = (1-wg)*avg + wo*q;
el se {
m=f(time - q_tine);
avg = (1-wg)m* avg;
/1 original RED m ssed the foll ow ng

/] action
g_time = tine;
}
if (Nactive)
avgcq = avg / Nactive;
el se

avgcq = avg;

avgcq = MAX(avgcq, 1);

0 && packet departed
tinme;

ifq
g_time

FRED's ability to accept paéits preferentially from flos
with few paclets luffered achiees much of the beneficialfe€t of
perconnection queuing and round-robin schedulingt twith
substantially less complity. This also means that FRED is more
likely to accept paeks from n& connections \en under
congestion. Notice that RE®unfir bias aginst lav bandwidth
connections cannot be@ded by peiclass queueing because each
TCP connection alays starts with a congestion wind®f one
paclet initially or after each retransmission time-out. Dropping

degrades to tail-dropping, just BKRED. In Section 6, we describe

an etension to sole the problem of supporting morewile than

the number of bffers. The loss rates imale 4 she that FRED
relates paodt drops with bffer usage. Een if the long distance
connection got the same bandwidth as others, its loss rates,
however, are much less than others due to its moderafierb
consumption.

To demonstrate FREB’ ability to manage non-adaysi
flows more dkctively, we augmented thexgeriment described in
Section 3.3 and Figure 5. A CBR UDP connection generates 8
mbps of trafic starting from time 0. At the end of each 20 second
interval, a n& TCP connection starts to share the saatergy.
Figure 7 shas FREDS bandwidth allocation among the div
connections for a period of 100 seconds. Unlithe RED
bandwidth distrilation shevn in Figure 6, each TCP connection is
able to ramp up from a windosize of one paek to its &ir share
of the link capacityFRED limits the UDP connectiabandwidth
by preventing it from using more than thevemage number of
buffers used by anof the flavs.

For the symmetric TCP case described in Section 3.2, we
ran more than 10,000 simulationgeo the configuration in Figure
2. None of them produced a retransmission time-out. FRED’
ability to protect small windes has completely pvented the TCP
connections from losing paets during ramp up. NeReno TCPS
ability to recaer multiple packt losses without resetting the
congestion winde has also contrilted to the outcome.

6.  Supporting Many Flows

The simulations presented sar fall involve netvorks that
have more paocsts of storage than there arewifo There is,
however, good reason to belie that there are often more\ile
than packts of storage in the Internet, and that TCP beha
differently under such conditions [2,3,20brRhis reason, we mo
present simulations with relaély lage numbers of flgs, as well
as an gtension to FRED that impves its performance in such
situations.

Every actve TCP connection tries toekp at least one
paclet in flight. A lage enough number of connections will tend to
keep gitevay huffers full and will force some of the connections
into time-out. A gtevay should allocateuffers fairly under these
conditions. A gtevay should also alle network operators the

paclets from small windes will cause the same problem between OPtion of adding bffer memory proportional to the number of
connections within the same class. Because TCP detectdl0OWs withoutincurring unnecessary queuing delay

congestion by noticing lost pagts, FRED semes as aselective
binary feedback congestiomadance algorithm [14].

5. Simulation Results

We repeated the simulations described in Section 3 using
FRED with mip, equal to tw paclets. Bble 3 shas the
performance results of the configuration in Figure 1. As the first
body rav shaws, the long RT connection is able to run at the
maximum possible speed as if there were no competition. The
lower half of the table shes the actual loss rates of the fragile
connection and one of the rgdi connections. Thewoloss enables
the fragile connection to ramp up to its maximum possible rate.

Table 4 shws the performance of the same connection
when its congestion windois alloved to grev up to 64 KB. Note
that it achiges a bandwidth close to the 208&kr fshare, xcept
when the bffer size is only 16 paeits. In that case, FRED

The specific danger for a RED or FREBtavay is that
under heay load the gerage queue size might oftexceed may,
causing the gtevay to operate as an @if Drop Tail gatevay. We
tested FRED under these conditions. In Figure 8, sixteen TCP
connections from the same source host share a FRE®ay
with parameters (BS=R=16, mayx=8, min,=4, wq:0.00Z,
max,=0.02, miR=2). The link capacity between thatgvay and
the sink host is one tenth of that of the link between the source host
and the gtevay. 2000 retransmission timeouts occurred in a 300
second simulation. Figure 9 si®the output bandwidth allocation
for the first eight connections during agseent of the simulation.
Notice that at an moment only a subset of the connections share
the output link. Other connections araiting for retransmission
timeouts. This is due to thadt that the gtavay has only enough
buffers to support four to six connectionsegi the small mipand

max, values. FRED lets the connectionsdalrns, gring inactve
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Figure 7. FRED prevents a CBR UDP connection fom taking
an unfair share of the bandvidth.

BS=16| BS=24| BS=32| BS=40| BS=48| BS=56

BW/MAX 99% 98% | 98% | 98% | 97% | 97%

Fragiles Loss | 0.04%| 0.01%| 0.00%]| 0.00%| 0.00%]| 0.00%
Rate

R-1's Loss Rate 0.98% | 0.85%| 0.93%| 0.88%| 0.86%| 0.76%

Table 3. Performance of a long RT TCP connection under FRED
(Second pw shaws the ratio of bandvidth allocated over maximum
possible. The laver half shows the loss rates of the fragile connection
and one of the pbust connections.)

BS=16| BS=24 BS=32
6.9% | 19% | 20%
0.26% | 0.08%| 0.06%

BS=40
20%
0.07%

BS=48
16%
0.05%

BS=56
15%
0.04%

BWI/Link Ratsg

Fragiles Losg
Rate

R-1's Loss
Rate

Table 4. Performance of a long R'T TCP under FRED (Second pw
shows the pecentage of banavidth allocated over the link capacity.
The lower half of the table shavs the loss rates of the fragile connection
and one of the pbust connections.)

connections priority each time affer needs to be reallocated. The
long term bandwidth distriiion is \ery close to theair share.
However, this non-smooth ON/OFF sharing is ainffor short
periods of time and causes dar delay wariations. Short-lied
connections might be treated ainfy due to scarce resources.
Furthermore, the aps between successi ONs for the same
connection are determined by TGP'exponential backff
mechanism, which often imposesry high delays.

1.35% | 1.18%| 1.21%| 1.06%| 0.86%| 0.75%
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Figure 9. Connections in Figue 8 altemate ONs and OFFs to
share the scace huffers under basic FRED

[ca] [C1Z]

Source Host

d=2ms
100 mbps

d=2ms
10 mbps

FRED
Gatevay

Sink
Host

Figure 8. Sixteen TCP connections sh& a FRED gateway with
16 paclet buffers (maxu=8, ming=4, max,=0.02, w;=0.002,
ming=2).

The timeouts and associated high delayiation could
potentially be eliminated by addingffer memory This approach
risks high delay and uair buffer use. Nagle described a “one
paclet switch” model to sok this problem and demonstrated that
a well-behsed flov only needs one paekhuffer at the switch in
order to recefe fair service preided by a round-robin scheduler
[21]. In this section, wexéend FRED with a “tw paclet tuffer”
mechanism to achie a similar dect with FIFO scheduling.

We propose that when the number of simultaneoussfle
large, the gtevay should preide exactly two paclet tuffers for
each flov. This should praide fair bandwidth sharingven with
FIFO queuing, since each owill get bandwidth proportional to
the number of paaks it has bffered. Therefore, as long as each
flow maintains one or tavoutstanding paeits at the gtevay, the
largest lffer occupang and thus bandwidth allocation
discrepang should be no more than ewto one. The follawing
pseudo code implements the FRED dtpaclet kuffer” extension:

FRED many fl ow extension:
I/ delete block A and line B

/'l replace block Cwith the follow ng
two packet node (avg >= maXp):
if(qglen; >= 2) {

count = O;
drop packet P;
return;

This modification may cause TCPs to operate with small
congestion windaes. Some TCPs, such asgds [1], can reoger
quickly from lost packts @en with a small winde.
Unfortunately other TCP implementations such ahde or Reno
have to wait for three duplicate @Ks before a lost paek is
retransmitted, in order tovaid unnecessary retransmissions
caused by out of order dediry [12,13]. Thg will be forced to use
time-outs to receer from packt losses with tiyp windows. To
overcome this weakness, we propose a modification to these TCPs
in Appendix Section 11.3. This change a#oa sender with a
congestion winde smaller than three pagets to trigger theafst



retransmission andas$t recwery without lavering the three of timeouts, and scattered small ggkbetween zero and ebm

duplicate ACK threshold. times the &ir share. FRED-16’ spiles are higher than RED-16
To test Figure 8 with FREB’ “two paclet huffer” and RED-32 near one andier elsavhere.

extension, we added 16 patKuffers to the gtavay and used the o ‘

same parameters as before. Only 20 retransmission timeouts fred32 —+—

occurred during the simulation, rather than 2000. Figure @ssho 07 r red-32 -o- 1

the bandwidths of eight of the connections duringganemt of the
simulation. Wth two paclet tuffering and the tip window loss
recovery enhancement, each TCP connection is able to maintain a
smooth stream of paeks through the bottleneck.
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Figure 11. For each connection, we meased the bandvidth
usage at the bottleneck at constant intemls (140ms) and
created one data setofr all connections in the same simulation.
Each curve in the figure represents the fequency distribution
of one data set.
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Figure 10.Connections in Figue 8 smoothly shae the Like RE_D‘ FRED can be configured to operat_e in byte
bandwidth under the extended FRED with two RTT worth of mode. D do this, all queue length related constants an@bes
buffering. (miny, max,, min,, max, glen, ag, argcq) hae to be redefined
in the units of bytes. All constankmgressions in the algorithm
For comparison, we also simulated RED for both cases should also be multiplied by MaximuraéketSize. The probability
(BS=16 and BS=32) and basic FRED (BS=16), all with the small calculation in byte mode is suggested in [5]:
window enhancement enabledable 5 summarizes performance
results from all the simulations in this section. RED-16 and FRED- Cal cul ate probability p, in byte node:
16 produced_ the most timeouts for lack affféring. FRED-_16 gg g:x,p (Pg\égei Singt( rg)//(l\;];()gtn?ur-wP?cEéF)Si se
performed slightly better than RED-16 due to the protection for Pa = P/ (1 - count * pp)
fragile connections. Adding moreutiers to RED-32 did not
reduce the number of timeouts significantere with the small
windov enhancement. In contrast, FRED-32 wadd each

8. Conclusions

connection to bﬁgr two pacl_ets and maintained the balance We hae demonstrated that discarding petsk in
among all competing connections. proportion to the bandwidth used by axfldoes not preide fair
bandwidth sharing at aatpvay. A selectve discard mechanism is
RED-16| RED-32| FRED-1§ FRED-32 needed to protect flgs that are using less than theiirfshare, and
total RTOs 2349 2006 2196 20 to prevent aggresse flovs from monopolizing bffer space and
link utilization 95.7% | 99.7% | 99.3% | 100% bandwidth.
TCP goodput (kKbps)| 496 500 299 503 FRED, a modified ersion of RED, praides selectie
perflow throughput /| 6.17% | 6.23% | 6.21% | 6.25% dropping based on peactive-flow buffer counts. FRED dxfaps this
link-rate extra state only for flws that hae paclets hffered in each
Table 5. Performance measuements br RED and FRED with or gatevay, and is compatible with xeting FIFO queuing

without large huffers. We used tcp-neweno with small windav architectures. Simulation results shthat FRED is oftendirer
;sg%i%mgggaggenfgmtd Jﬁée ?gz;gl;{Miﬁis chrhgeif goodput than RED when h.andllng connections withfefiing round trip
times and windw sizes. FRED also protects adaptflonvs from

Figure 11 shass the per connection bandwidth distrtilon. non-adaptie flovs by enforcing dynamic pdiow queueing

For each connection, we measured the bandwidth usage at th@mits.

bottleneck at constant intedg (140ms) and created one data set

for all connections in the same simulation. Eacheimthe figure 9.  Acknowledgments

represents the frequendistribution of one data set. FRED-32 has

a small spik at zero and a lge spile near thedir share, which

means almost perfect smooth sharingr RED-16, RED-32, and

FRED-16, there is a Ige spile at zero, representing ¢gr number
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11. Appendix

This section describes our simulator and the modifications
we made to TCP Reno for thisovk. Our detailed study of TC$’
fast retransmission andst recwery is described in [17].

11.1 The Simulator

Our simulator is a distant descendant of one written for the

DARPA/BNR funded CreditNet Project [16] in 1992. The
simulated AM switch consists of N full dupieportcards. Each
output interce is capable of restrig and luffering one cell from
each input on each celyde. The switch implements pure EPD
with no partial pacét discard in order to emulate patkwitching.
We use 552-byte TCP/IP patk (including IP and TCP headers).
Each packt is carried in 12 AM cells. RED/FRED decides
whether to drop a paek upon reception of the first cell in the
paclet.

The simulator uses the NetBSD 1.2 TCP Reno source files
with a handful of modifications described beloThe TCP
recevers consume data immediately

11.2 TCP New-Reno

The \ersion of TCP Ne-Reno used in this paper is similar
to that described eladere [4,11], bt differs in some details. In
this section, we compare thewd&eno used in this paper with the
standard TCP Reno implemented in NetBSD 1.2.

When the sender is in reery and recees a “partial”
ACK for some ht not all of the original winde, the sender
immediately retransmits the pastlafter the one ackndedged by
the partial ACK, and then continues with rery.

The recoery process terminates when anCKA
acknavledges all the paéits in the original winde and the ackd
sequence number plus half of the original windsize
(snd_ssthresh) is greater or equal to the right edge of the current
window. This ensures that the sender will not immediat&lyirito
a nav recovery phase. In addition, at the end of nemy the
congestion winde is decreased to the number of petskin flight
plus one. This prents lursts of packts from being sent at the end
of recovery.

11.3 TCP with Tiny windows

This section describes the TCP enhancement used in the
simulations at the end of Section 6. The enhancememsall€P
to recover from losseswen when the winde is small.

When operating with a congestion windsmaller than
about 10 paddts, a TCP sender should sendwa peclet for each
of the first tw duplicate ALKs. These tw nev paclets will
generate more duplicateCKs, increasing the senderchances of
entering &st retransmission oF example, if the current windwo is
two paclets and the first paekis lost in the netark, then pacét 2
would cause one duplicatecK for paclet 1. At that moment there
are no paatts in flight. The sender should transmit gck upon
receving the first duplicate 8K, which in turn prompts a second
duplicate ACK for paclet 1. The sender should then transmit
paclet 4, which will cause a third duplicateCK and trigger dst



retransmission. This processésakthree RTs, hut, as long as there
is at least one paek in flight, the connection will notafl into
time-out. This approach should not itself increase congestion,
since it follavs the conseation of packts rule [12]. A duplicate
ACK receved means a paek has left the netwk. By injecting
one n&v paclet, the total number of paets in flight is still no
more than the congestion windoallows. If the receier's
adwertised windw does not allv injecting more paaits, the
sender should re-send the last grdk the winda or simply the
paclet that is causing duplicateCKs. If the receery phase is
triggered, the inflated congestion windshould be restored back
for computing sl start threshold and the dwextra paclets
should be accounted for the total number of outstandingefsack



